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1. INTRODUCTION

In the 1970s systems were introduced that could make reasonably intelligent decisions,
and produce satisfactory diagnosesin uncertain domains. These systems have become
known as expert systems. Expert systems are domainspecific knowledge-based systems
that can offer solutions and advice at the level comparable to that of a human expert in
the samefiedd. Example domainsin which modern expert systems have been successful
include medical dagnosis [Heckerman et al., 1990], system fault diagnosis [Palmer,
19938], battlefield reasoning [Mengshoed and Wilkins, 1997], and damage control [Bulitko
and Wilkins, 1998]. These and other realworld domains typically require considerable
human expertie. Furthermore, in dealing with realworld domains, human experts must
form judgments and take decisions from uncertain, incomplete, and sometimes even
contradictory information. In order to be effective in an environment that is characterized
by such imprecision, an expert system must be capable of capturing and exploiting not
only the highly specialized expert knowledge, but the uncertainty inherent in represented
knowledge, aswell. This need has given riseto afield of research known asincertainty
reasoning (see for example [Shafer and Pearl, 1990]).

Pioneering efforts aimed at developing intelligent problensolving systems for
real-world domains (primarily medical diagnosis) were characterized by the use of
probability theory as the principal vehele for decision making under uncertainty
[Horvitz, 1988]. These early systems were devised for clear-cut problem domains with a

small number of hypotheses and restricted evidence. Asaresult, most of the necessary



probabilities were obtained from statistical analysis of empirical data. Despite the
smplifying assumption underlying these systems, they performed considerably well.
However, it quickly became evident that this approach would not scale well. For larger
and more complex domains pure statistical methods become prohibitive either
computationally, or from a probability assessment point of view. Asaresult, interestin
probabilistic approaches to uncertainty reasoning declined.

The next generation of expert systems were mostly rule-based. They relied on
production rules as a formalism for the representation of expert knowledge, the
application of which was governed by heuristic reasoning methods. To be effectivein
real-world domains, the originally deterministic rule-based systems had to be extended
with some notion of uncertainty. Two systems developed in the 1970s were especially
influential in thisregard. These werethe MY CIN system for asssting physicians in the
diagnosis and treatment of bacterial infections [Buchanan and Shorliffe, 1984], and the
PROSPECTOR system for aiding non-expert geologistsin the identification of mineral
deposits[Duda et al., 1979]. The former relied on the certainty factor model [Shortliffe
and Buchanan, 1984], while the latter used thesubjective Bayesian method [Duda et al .,
1976]. The certainty factor model, in particular turned out to be quite successful, and has
enjoyed widespread use in expert systems built snce MY CIN.

The strength of this approach liesin its computational ssimplicity, and in the
straightforwardness of expert probability assessments required for its implementation.
However, to obtain these improvements in performance, certain modification to the
axioms governing the combination of probabilities were required. Theseled to

considerably improved efficiency, but less accurate and oftenad hoc results.



Nonetheless, on the whole the approach seemed to perform ‘ satisfactorily’ in the problem
domainsto which it was applied [Shortliffe and Buchanan, 1984]. Despite reasonably
good resultsin practice, some researchers heavily criticized suctguasi-probabilistic
approaches due to their lack of mathematical correctness, and the often unreasonable
independence assumptions that were required to obtain the promised efficiency.

In the past decade, belief networks have gained popularity as a paradigm for the
representation of uncertain knowledge in knowledgebased systems. The introduction of
this graphical approach to the representation and evaluation of probabilistic knowledge
has revived wide-spread interest in probabilitybased uncertainty reasoning. Belief
networks are firmly founded in the same weltunderstood theory as the early probabilistic
expert systems. However, due to the localization of causal interactions explicated by the
graphical structure, only afraction of the probabilities needed by the early probabilistic
approachesis required here [Pearl, 1988].

We next introduce the notion of a belief network more systematically.

1.1. Belief Network Basics

Consider the following situaion. By looking out the window we can see that our
driveway iswet. However, we are not sureif thiswas caused by rain, or by a member of
the family having turned the sprinkler on. If the sky is cloudy we can deduce that thereis
agood chance that it did indeed rain, and simultaneoudly, afairly small chance that the
sprinkler would have been turned on. Also, we can look over at the neighbor’ s driveway.
If it too iswet, chances are pretty good that it rained. The belief network in Figure 1.1

model s this situation.



Belief networks are directed acyclic graphs (DAGs), such that the nodes represent
random variables, and the arcs encode causal relationships among them. Each random
variable can take on one of afinite set of values. In the network under discussion
variables only take on values from the set { TRUE, FALSE}, but in general any finite
number of states can be defined for arandom variable. In fact, variable values do not
even need to be discrete. See[] for a discussion of continuous variablesin belief
networks. They are not, however, addressed in this work.

The network in Figure 1.1 contains five nodes representing the random variables:

Cloudy-Sky, Sprinkler-On, Rain, Driveway-Wet, and Neighbor's-Driveway-Wet .

Driveway eighbor

Wet

Driveway
Wet

Figure 1.1 Belief network representing the rain-sprinkler domain.

As stated, the arcs encode causal relationships among these random variables. Thus, for
example, a cloudy sky affects the likelihood of rain, and of the sprinkler being turned on.

Similarly, both the sprinkler and rain can cause our driveway to be wet. Notice that the



random variableNeighbor’s-Driveway-Wet hasan arc to it only fromRain. Thisis
because no causal relationship exists between our sprinkler being on or off, and whether
or not the neighbor’ s driveway iswet. In other words, the random variablesSprinkler-
On and Neighbor’s-Driveway-Wet are causally independent. Thus, we see that not
only does a bdlief network encode causal dependence, but it encodes causal independence
aswell. It will shortly become evident how this comes about, and why it isimportant.
Each variable taking on a value from its value set defines arinstantiation of the
model. The set of all possible instantiations defines goint probability distribution over
the set of variables. Thus, there are two ways in which to interpret the semantics ofa
belief network. Thefirstisto view it as an encoding of conditional independence
statements. The second isto seeit as arepresentation of the joint probability distribution.
These two interpretations are fundamentally equivalent, but the first sevesto facilitate
inference and belief revision procedures, while the second is useful in the network

construction process.

1.2. Research Problem Description

Aswe saw in the previous section, exact computations in belief networks require that the
joint probability distribution over the network variables be fully specified, or at least, that
probability distributions for each of the variables conditional on their direct predecessors
in the directed graph be available. The information needed for computing these
distributions may be gleaned from literature, elicited from experts, or learned directly
from data. In fact, in many domains some combination of these sources may be required.

This can occur in a situation where only part of the required information is\aailable from

" We shall use node and variable names interchangeably
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prior knowledge. For example, an expert may be able to provide reliable information
concerning only a subset of the variables. If statistical data about the remaining variables
are available, it would be highly advantageous to have a methodfor combining it with the
expert’s assessment to obtain a fully quantified network.

Another way the need to fuse varying types of information can arise is when not
al theinformation in numerical in nature. An expert may be certain of the fact that some
values of a statistical variableA make some values of variableB more likely, and perhaps
have an idea of the lower and upper bounds on the numerical strength of the influence,
yet may not be able to give exact numbers. Also, available probabilities maynot match
the probabilities to be assessed. Medical literature, for example, often reports
probabilities of symptoms given diseases and not the probabilities of symptoms given no
diseases, and not necessarily the specific probabilities required for thentermediate
disease states modeled in the network. Moreover, experts may feel more confident
providing estimates of conditional probabilitiesin the diagnostic direction than in the
causal direction of probabilistic influence. Thus, we would like to havea method for
guantifying belief networks through the fusion of qualitative and quantitative prior
knowledge, aswell as any available statistical data.

In the current work we present a method that meets these needs. It is based on an
existing approach fa fusing qualitative and quantitative prior knowledge only. We adapt
this approach, and expand it to accommodate both iterative and batch fusion of statistical
data. Additionally, whereas the original method only addresses the quantification of the
belief network, we propose an approach for utilizing the newly devised framework we

present to refine the structure of the belief network as well.



1.3. Overview of Thesis

Now that we have covered the relevant introductory material and described the problem
at hand, we shall proceed to formulate a solution. The following section presents an
overview of prior work related to the issue of belief network construction and

information fusion. It points out significant advances, and notes important shortfalls,
which characterize the mentioned approaches. Finally, it provides the context for the
present work, and explicates its contributions. Section 3 outlines our approach to flexible
prior knowledge-data fusion, and gives examples of its application. Section 4 presentsa
description of the implementation of the method, and the results of an experimental

evaluation. Section 5 concludes the work.



2. RELATED WORK

Ever sincetheinitial introduction of belief networks to the Al community [Pearl, 1988], a
great deal of research effort has been expended on devising methods for the efficient
synthesis of these structures. For the most part this work has concentrated either on
designing effective methods of knowledge elicitation from experts, or on developing
methods for learning belief networks from data. In this section we review some of the

key results emanating from these efforts, and relate them to the research problem at hand.

2.1. Knowledge Elicitation for Belief Network Synthesis

One approach isto rely on a human expert toprovide both the causal structure of the
network, aswell as the quantification (see for example [Beinlichgt al., 1989; Buntine,
1995]). In simple, wellunderstood domains this approach works quite well. However,
in large, complex, and uncertain domans experts often find it difficult to provide
complete and accurate information. In the case of the network structure, this may occur
in domains where the causal relationship among variablesis poorly understood. Also, in
large and complex domains it maybe difficult for an expert to keep track of all variables
and the causal relationships among them. Asaresult certain important influences may be
overlooked, leading to inaccuracies in the final modd.

To help deal with these difficulties, aformalism alled similarity networks has
been proposed [Heckerman, 1991; Geiger and Heckerman, 1996]. Thisformalism

permits the mode builder a greater degree of flexibility than standard belief networksin



specifying relationships among domain variables. Specifiagly, similarity networks are a
natural means for representingasymmetric independence assertions. Such assertions
state that variables are independent for some, but not all of their values. The
representation employs multiple crosscorrelated networks. This can beillustrated by an
example adapted from [Geiger and Heckerman, 1996]:
A guard of a secured building expects four types of persons to approach the building’ s entrance:
workersin the building, company executives, approved visitors, and spies. A a person approaches
the building, the guard can note their gender ), whether or not they are wearing a badge (b), and
whether or not they arrivein alimousine (). Spiesare mostly men. Spies always wear badgesin an
attempt to fool the guard. Visitorsdon’t wear badges because they don’t have one. Female workers
tend to wear badges more often than do male workers. Only executives arrive in limousines, and
male and femal e executives wear badges just as do regular workers. Thetask of the guard io
identify the person approaching the building.
Figure 2.1 (a) shows a standard belief network that represents this story. Variableh in
the network represents the correct identification. It has four values:worker, visitor,
executive, and spy. Variadesg, b, and| represent, respectively, the person’s gender,
whether or not they are wearing a badge, and whether or not they arrivein alimousine.
While this network correctly represents all dependencies, its topology hides certain
asymmetric independance relationships. In particular, this network fails to represent the
fact that gender and badge are conditionally independent given that the person isa spy or
avigtor.
Figure 2.1 (b) shows a similarity network representation for the same story. Hee
the topology of the network is broken up into three subsets: { spy, visitor}, { visitor,

worker}, {worker, executive}. The structure comprising each subset discriminates



between two values of the hypothesis variables. Importantly, eachlocal network contains
only those variables which are relevant to the hypothesis val ues of the corresponding
subset. Thus, we see that the main advantage of similarity networks, from the
perspective of knowledge acquisition, isthat a domain expert who provides the
parameters of the network is not required to quantify the dependence between variables
that are not related to the hypothesis under consideration.

In order not to loose information needed for correct diagnosis, the local networks
(and corresponding subsets) must comprise acollected cover of hypotheses (see [Gelger
and Heckerman, 1996] for definitions and proofs). Thus, a second important advantage
of similarity networks representation isthat it helps prevent the model builder from

omitting relevant informaion. Every variable that is useful for discriminating between

Spy/Visitor Visitor/Worker Worker/Executive

CoO : D

(b)

Figure2.1 A similarity network representation of the secured-building story
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some pair of hypotheses will appear in at least one local network.

Although the similarity network formalism simplifies development of the network
structure, and even aids in the quantification process, it does not address a crucial aspect
of the latter. The difficulty of assessing probabilitiesiswell know as a result of the
human decisiorrmaking process under uncertainty (see for example [Meyer and Booker,
1991; Cooke, 1991; Kahnemanet al., 1982]). Although itis, in principle, possiblefor a
domain expert to assess a probability for any proposition even if he knows little about it,
in practice experts are often uncertain and uncomfortable about the probabilities they are
providing. Thus,we would like to conduct knowledge dicitation in such away asto
accommodate whatever degree of detail the expert iswilling to specify. However, such
flexibility poses a new set of difficulties. In the traditional approach to knowledge
eicitation, where the expert is forced to specify point probabilities for all variables, the
resulting belief network is fully and consistently quantified. In other words, theinitially
assessed conditional probabilities define a unique joint probability distributionmthe
statistical variables concerned. If we allow the expert more flexibility in the
quantification process, we may not end up with a unique joint probability distribution.
This ambiguity can have several causes. For example, some of the information povided
may not be numerical in nature. An expert may be certain of the fact that some values of
a statistical variableA make some values of variableB more likely, and perhaps have an
idea of the lower and upper bounds on the numerical strength of the infuence, yet may
not be able to give exact numbers. Also, available probabilities may not match the
probabilitiesto be assessed. Medical literature, for example, often reports probabilities of

symptoms given diseases and not the probabilities of symptomsgiven no diseases, and
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not necessarily the specific probabilities required for the intermediate disease states
modeled in the network. Moreover, experts may feel more confident providing estimates
of conditional probabilitiesin the diagnostic directiorthan in the causal direction of
probabilistic influence.

Thus, we see that probabilistic information is often available in many different
forms. It ranges from numerical point and interval probabilities, through order of
magnitude estimates and signs of ifluence synergies, to purely qualitative statements
concerning independence variables. [van der Gaag, 1990; van der Gaag, 1991] proposed
amethod of dealing with probabilities specified in the form of intervals and/or
comparisons, and [Druzdzel and van de Gaag, 1995] extended this approach to
accommodate information that is even more qualitative in nature.

Their work is based on a particular constraintbased formulation of probability
theory originally introduced by Boole [Boole, 1958; Hailperin, 1986]. The formulation
conceptualizes adistribution hyperspace of al possible joint probability distributions
over the set of domain variables. Thetrue, yet unknown distribution isa point in this
hyperspace. If noinformation is available about the true dstribution, then it can be any
point in the distribution hyperspace. Information about the true distributions, whether
qualitative or quantitative, expresses a constraint on the hyperspace since certain
distributions become incompatible with this informfon. Probability dicitation can now
be looked upon as constraining the distribution hyperspace as much as possible. To this
end, we express all the information about the unknown distribution as constraints.
Assuming that all joint probability distribubns that are compatible with this information

are equally likely, second order distributions over the probabilities can then be assessed.

12



These second order distributions can be used directly or superimposed onto an existing
belief network structure. In either case they can serve as a starting point for further
refinement.

We next examine the paradigm in more detail since it serves as a basis for the key
results of the present work. We introduce the approach by means of an example adapted
from [Druzdzel and van der Gaag, 1995].

Consider building a highly smplified belief network modeling causes of HIV
virusinfection. The network would include four variablesHIV infection (H), needle
sharing (N), sexual intercourse (I), and use of a condom (C). It isassumed for the sake
of smplicity that these variables are binary; for exampléd has two outcomes, denoted h
and’ h, representing “ HIV infection present” and HIV infection absent”, respectively.
The causal reationships and independences among these griables can now be used to

synthesize the structure of the network. For example, let us assume that sharing needles

Intercourse (1)

Needle (N)

Figure 2.2 An example belief network for HIV infection.
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and condom usage are independent. Similarly, let us consider whether or not a person
shares needles to be independent of whether this peison engages in sexual intercourse.
Figure 2.2 shows one possible causal graph reflecting these independence assertions.
Now that the structure of the network has been defined, it can be quantified. This
necessitates assessing the probabilities of each vaiable conditioned upon its direct
predecessorsin the graph. For the network shown in Figure 2.2, numbers are required for
Pr(N), Pr(l), Pr(CJl), and Pr(H|NIC). As mentioned earlier, determining these numbersis
not atrivial matter, due to difficultiesin obtaining statistical data and in diciting
probabilities from domain experts. Several sources of information that can be used for
the example at hand. Morbidity tables can provide Pr [), a point estimate of the
prevalence of HIV in the population o interest. Approximate estimates on frequencies of
sexual intercourse and condom usage in intercourse, that is, Pr{) and Pr(c|i). Also, since
condoms are used primarily during intercourse, Pr(i |c). In addition, various populations
of intravenous drug users have been studied with respect to their needle sharing habits.
Findings from these studies may help in assessing Prf). Also, statistics may be obtained
on the different ways of contracting HIV from among the infected population, yielding
estimates for Pr(njh) and Pr(i|h), and perhaps even for Pr(iclh) and Pr(i* c |h). Thereis
also semi-numerical information available. For example, the probability of contracting
HIV be needle sharing is higher than the probability of contracting it in sexual
intercourse, that is, Pr(hjn) > Pr(hli). Also, the relatively small number of intravenous
drug users compared to the size of the sexually active population suggests that Pr() >

Pr(n).
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In order to accommodate such a variety of uncertainty information, probdoilities
are represented in a canonical form. This canonical form builds on the property that any
joint probability distribution on a set of variablesis uniquely defined by the probabilities
of all possible combinations of values for all variables fromMe set. If these probabilities
are known, any other (secondary) probability from the distribution can be computed from
them by applying the basic rules of marginalization and conditioning from probability
theory. Theindividual combinations of values forall variables are calledconstituent
assignments. The corresponding probabilities for constituent assignmentsin ajoint
probability distribution are calledconstituent probabilities. Given these definitionsit
becomes clear that the set of all possiblejoint probability distributions over the domain
variables spans a hyperspace whose dimensionality corresponds to the number of
constituent probabilities.

Any information about the true, yet unknown joint probability distribution can
now be expressed as a system of (in)equalities involving this distribution’s constituent
probabilities as unknowns. Any solution to this system of (in)equalitiesis ajoint
probability distributions that is compatible with the available information. If the system

has a unique solutions, then the information provided suffices for uniquely defining the

¢, = hnic C, = hnic ¢, =hnic ¢, =hnic
c,=hnic ¢ =hnic ¢cy,=hAic ¢, =hnic
c,=hnic  ¢,=hnic ¢,=hnic ¢, =hnic
c,=hnic ¢ =hnic c¢,=hAic ¢z =hnic

Table2.1 Constituent probabilities for the HIV example
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joint. Conversdly, if the system does not have any solution at all, then the information
provided is inconsistent.

We now make these concepts concrete through an illustrative example. Referring
again to the HIV infection domain described above, we see that there are sixteen
constituent assignments for the variablesinvolved. An ordered list of these appearsin
Table 2.1. Consider the assignment expressing a person’s havingexual intercourse

without using a condom, that is,i*c. Thisassignment can be written as

ic = hnic Uhnic Uhnic Uhnic

=c, Uc, Uc, Uc,

The probability Pr(c) can now be expressed as

Pr(ic) = Pr(cs) + Pr(cy) + Pr(cy) + Pr(cy)

:X5+X6+X10+X13

Besides the numerical and seminumerical information, a substantial amount of
purely qualitative knowledje may be available. For example, inthe HIV domainiitis
known that both sharing a needle and sexual intercourse with an HIV carrier make

infection more likely, while the use of a condom during intercourse has the opposite
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effect. These pieces of information express qualitative influences between pairs of
variables [Wellman, 1990; Druzdzedl and Henrion, 1993]. Such information, while very
general, can still go along way toward constraining the distribution hyperspace.
[Druzdzel and van der Gaag, 1995] extend the representation proposed in [van der Gaag,
1990; van der Gaag, 1991] to facilitate the inclusion of qualitative influences. The
resulting constraint equations, however, are neither linear nor even fractionally linear.
Thus, their inclusion fores the interval calculation problem to become one of norlinear
optimization, and therefore, given a potentially large number of constraint equations,
extremely expensive. For this reason we choose not to address qualitative influencesin

the present work.

2.2. Learning Belief Networ ks From Data

A number of researchers have examined methods for learning belief networks from data.
These can be divided into two main categories. those that learn conditional probabilities
only, and those that learn both conditional probabilities and structure. Conditional
probabilities can be learned directly by application of Bayes Rule to evidence nodes, and
subsequent propagation of evidence throughout the network. This approach is also know
asbelief revision or belief refinement, and is addressed in [Spiegel halter and Lauritzen,
1988; Spiegelhalter and Lauritzen, 1990; Huang and Darwiche, 1994], among others.
Methods for |earning complete belief networks, i.e., conditional probabilities
along with the underlying causal sucture are discussed in [Cooper and Herskovits, 1992;
Heckerman and Geiger, 1995]. These methods all have the same basic components: a
scoring metric and a search procedure. The metric computes a score that is proportional

to the posterior probability of the network structure, given the data. The search procedure
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generates networks for evaluation by the scoring metric. These methods use the two
components to identify a network or a set of networks with high posterior probabilities,
and these networks are then used to predict future events.

The general approach described above, of learning belief networks solely from
data suffers from two key shortfalls. Firstly, the enormous search space of possible
network structures for belief networks in realistic comains makes efficient search all but
impossible, and limits the quality of the final structure [Heckermanet al., 1997]. The
second problem involves the statistical nature of the learning process, and pertainsto the
large number of datathat is requirel to guarantee the reliability of the posterior
probability calculations.

These shortfalls can in part be alleviated by the application of human prior
knowledge. Several approaches exist that take advantage of prior knowledge. [ Cooper,
1995; Heckerman & al., 1995] discuss methods for using human knowledge to supply
prior and initial conditional probabilities for variables, aswell as at least part of the
causal structure. The application of this information amounts to seection biasin the
search process. The combined prior knowledge/data approach has been shown to result
in more accurate final belief networks and rapid convergence, with a substantial
reduction in the amount of data required.

A major barrier to the effective application of combined pror knowledge/data
learning algorithms to reatworld domains has for some time now been the difficulty
inherent in accurate and compl ete knowledge dicitation [Heckemran, 1990]. [Druzdzel
and van der Gaag, 1995] propose a representation techniques that can accommodate both

qualitative and quantitative probabilistic information about a yet incompletely specified
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joint probability distribution . The basic approach isto represent the joint as a set of
constituent probabilities, and encode all known probabiistic information as a series of
constraints over this set of constituent probabilities. Constraint propagation technigques
can then be used to prune away all those networks that are invalidated by the prior
information. This serves to reduce the search pace, and can result in improved search
times. The two chief shortcoming of this approach isthat it assumes a previoudy
existing belief network structure, and also provides no facility for integrating data.

The present work uses the above representation as a basis for the eicitation of
prior knowledge, extendsiit to facilitate the learning of network structure, and combines it
with belief refinement techniques to permit the integration of data. Theresult isan
efficient mechanism for the constructionof belief networks through the combination of

prior knowledge and data.

19



3. TheMulti-source Fusion Algorithm

Having covered the background material, we now present the Multisource Algorithm for
Belief Network Synthesis. The aim of thisalgorithm isto albw for the flexible
integration of quantitative, semiquantitative and purely qualitative information, as well
as statistical data for the purpose of belief network construction. At the heart of this
algorithm lies the canonical formulation of probabilityresented in [Druzdzel and van

der Gaag, 1995], and described in some detail in section 2.2. This approach as presented,
however, only supports the fusion of probabilistic information elicited from experts. It
does not suggest a means for the integration of probabilistic information available from
data, or address structural information in any form. The agorithm we present modifies
and extends the approach based on constituent probabilities to facilitate both iterative and
batch introduction of data. We further suggest how this algorithm can be extended to
facilitate the structural refinement of a belief network.

We now devel op the algorithm.

3.1. Fusing in Data For Quantification Refinement

There are several ways in which statistical data can help in belfenetwork synthesis.

First of all, in many complex domains experts are not able to provide reliable information
about some of the variablesin the domain. One reason for this may be that the variables
are hidden and not normally observable. Another reasn may simply be that the expert’s
knowledge only extends to a subset of all the variables, and he is thus not able to provide

reliable quantification for the variables outside his area of expertise. In thefirst case,
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sincethe variable is hidden, data wil not be available. However, in the second caseg, if
datais available for unquantified variables, depending on itsreliability, it can prove very
useful in replacing information that the expert was unable to provide. Another way data
can prove useful isin refining previously specified probabilities. It iswell known that
information provided by domain expertsisnot infallible. In the case when an expert
provides a point probability, this value can be inaccurate. Data can be combined with the
incorrect probability to increase its accuracy. Additionaly, if avariable' svalueis
defined by an interval, data can help narrow thisinterval by propelling the variable's
bounds towardsits true value. Since we are using the representation described in secton
2.2, apoint probability isin fact an interval where both the upper bound and the lower
bound have the same value. Thus, only the second caseisrelevant.

The key question, however, is how to efficiently combine statistical data with
interval-based quantification in a belief network. If we were dealing with numbers and
not intervals, the solution would be quite straightforward. After theinitial quantification
was in place, we could directly apply an existing evidence propagation technique such as
message passing [Pearl, 1989] or the Lauritzen Spiegel halter algorithm for local
probability computations on graphical structures [Spiegelhalter and Lauritzen, 1990].
Thisis, in fact, the approach taken by [Heckerman,et al., 1995]. However, because the
values of variables are represented as intervals the entire issue of evidence propagation
becomes extremely complicated.

Asdiscussed in section 2.2, the probability intervals can be viewed as a set of
constraints over the hyperspace of joint probability dstributions. In effect, a belief

network partially quantified in this manner represents the set of possible joint probability
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distributions over the domain variables. In the absence of other information, each of
these distributionsis equally likely. Al evidence propagation methods in effect
iteratively refine ajoint probability distribution through the application of Bayesrule to
numerical probabilities. Now, however, we do not have access to individual numbers. In
fact, it isnot possible to efficiently use Bayes rule in a continuous intervatbased domain.
A detailed argument in terms of convex setsis given in [van der Gaag, 1990].

We propose an all together different approach. It turns out that for the purpose of
interval refinement throughevidence propagation, it is not really necessary to operatein a
continuous interval-based domain. In fact, we can easily deal with the interval bounds
only! This puts us back in the domain of real numbers. Thisobservation isalarge step
forward, but we are not out of the woods yet.

In light of the observation we just made, is very tempting to try to represent a
belief network with intervalbased quantification as two separate, but structurally
identical belief networks, one quantified by the lower bounds from the original network,
and the other quantified by the corresponding upper bounds. Such a view would permit
us to straightforwardly perform two paralld, but independent, standard propagation
operations. 1n essence we would refine the set of lower bounds in complete isolation
from the set of upper bounds. Best of all, thiswould give us a spacetime complexity
almost identical to that of propagating evidence in a belief network with afully specified
quantification (i.e., al point probabilities)

Unfortunately, such an approach will not work. While the two interval bounds for
a given value are mutually independent, thisis not necessarily true across variables. It

depends on the type of qualitative influence that exists between two variables [Druzdzel
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and Henrion, 1993]. For example, if some value of a statistical variablé makes some
value of avariableB more likely, then the upper bound of B’ s val ue depends on the upper
bound of A’svalue, and so the upper and lower bounds are independent &ross these
particular values of these two variables. However, if some value of variableA makes
some value of variableB less likely, then thelower bound of B’s value depends on the
upper bound of A’svalue, and the dissimilar bounds are no longer indepndent across the
values.

All isnot lost, however. We can still make use of the important fact that in our
framework, for any pair of intervals, exactly one crossinterval bound relationship holds.
That is, either thereis adirect relationship betweersimilar bounds, or thereis adirect
relationship between dissimilar bounds (and thus an inverse relationship between similar

bounds). Thisisdueto two basic properties of intervals. Thefirst isthat the refinement
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Figure 3.1 Illustration of cross-interval influence relationships.
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process can only shrink intervals,otherwise it is not sound. The second isthat there are
only two kinds of influences between values of variables, positive or negative. Now,
because the same data is being applied to all of the intervals, only influencgreserving
changes can occur. For example, Figure 3.1 shows two causally related variables,A and
B. The probabilities of the values each variable can take on are represented by intervals,
and two arbitrary snapshots in the midst of the refinement process are shown. Notice that
for any two intervals for which a causal influence exists (e.g., PB=f | A=t) and P(A=t) ),
all bound movement occurs in accordance with the single bound relationship holding
between those two intervals. For positive influences all four bounds move in the same
direction, while for negative influences dissmilar intervals move in the same direction.
Note that no movement at all of one bound can still be regarded as movement “ with the
influence” because as long as the other bound moves, the probability massis shifng.

We now stop and formalize what we have just stated.

Definition (Positive I nfluence) A positive influence exists between two values of distinct

variablesif a change of one results in a change of the other in the same direction.

Definition (Negative I nfluence) A negative influence exists between two values of

distinct variablesif a change of one results in a change of the other in the opposite

direction.

Refinement Property 1 Aninterval never increasesin size.
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Note that this property only holdsif the datais noisefree. Otherwise, intervals may
indeed temporarily increase in size. However, aslong asthe noiseisrelatively small, the

net changein interval size will be negative or zero.

Refinement Property 2 During refinement, the prevailing causal influence relationship

between two values of distinct variablesis preserved.

Lemmal (Soundnessof Refinement) A refinement processin a set of causally related
probability intervalsis sound if and only if both Refinement Property 1 and Refinement

Property 2 hold.

We can now use the Soundness of Refinement Lemma to devise an approach for
evidence propagation in semiquantified belief networks. Let ustake alook at an
example. Figure 3.2 shows a simpleintercausal structure. The variablesA, B, and C can

each takeon thevaluest and f. Let us assume that C has a positive influence relationship

P(C=t| A=t,B=t)  P(C=f|A=t, B=t)
P(C=t| A=t, B=f)  P(C=f| A=t, B=f)
P(C=t| A=f,B=t)  P(C=f|A=f, B=t)

P(C=t| A=f,B=f)  P(C=f| A=f, B=f)

Figure 3.2 A simpleinter-causal structure.

25



with A and B (i.e, increasing the likelihood of eitherA or B will increase the likelihood of
C). Aswasdiscussed in section 1.1, introduwcing evidence at A that increases its
likelihood will resulting in the lowering oB’slikelihood. Thus, let’s assume that we are
interested in the probability intervals for P(A), P(CJA,B), and P(B|C). Thisiswhyin

Figure 3.2 we show intervals for these probabilities only.

— ) e L -
— (e — ()
Figure 3.3 A split-interval version of the inter-causal structure.

We now have three lower bounds and three upper bounds. Let usbegin by
mapping them onto two parallel belief networks, as was discussed at the beginning of the
section. Figure 3.3 shows the resulting networks. If evidence conegrning the true
probability P(A) becomes available, we propagate it to node C, obtaining a new interval
for P(C|A,B), and from there along to nodeB, calculating anew interval for PB|C). If
we do thiswith the split-interval structures shown in Figure3.3, we will propagate from
the new lower bound of node A to the lower bound of node C, and from there to the lower
bound of node B. The same is done with the upperbound structure. The results are
shown in Table 3.1. As expected, theintervals for nodesA and C shrink because their

respective bounds are being propelled towards the true probabilities. However, the
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interval for B becomeslarger. Thisisaviolation of the Soundness of Refinement
Lemma. Thereason it occurred isthat we assumed there wasa positive influence
relationship between nodesB and C, wherein reality it was a negative. Could we have
known thisin advance? The answer isyes; we could have determined this from the
structure. The crucial observation to make hereisthat it doesnot matter whether the new
evidence increases the probability of A or decreasesit. The only thing we care about is
how this change will affect the probability of B, and we know that P(B|C) will always

change in theopposite direction of P(A).

lower bound A increase upper bound A decrease
lower bound C increase upper bound C decrease
lower bound B decrease upper bound B increase

Table 3.1 Results of first propagation.

At this point we have almost solved the problem. We can imagine an algorithm
that first scans the structure, leaves all positively related intervals unchanged, but
switches the bounds on the negatively related intervals. However, we cannot ssimply
switch bounds directly, as a given interval may participate in more than one influence
relationship, some of which are positive, while others are negative. What we need
instead is a mechanism for indirectly referencing and changing bounds.

Figure 3.4 suggests how such amechanism might work. We would have pointers
connecting bounds, in essence indicating the direction of positive influence relationships.

The negative influence rel ationships are the mirror image of the positive ones, so they
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Figure 3.4 A mechanism for evidence propagation in belief networks
containing intervals.

need not be explicitly represented. Evidence affecting a particular interval would
immediately propagate along the positive influence pointer paths from that interval’s
bounds. Thus, in effect, we are not propagating through the original belief network, but
instead through a metanetwork. The space-time complexity of the operation, however,
does not change. We are still doing only about twice the work of a standard propagation
algorithm because there are still exactly two pointersin the metanetwork for each link in
the original kelief network.

The algorithm is formally presented in the next section.

3.2. The Algorithm
We now provide a standard-form summary of the algorithm developed in the

previous section.

28



INPUT: (1) Knowledge dicited from domain expertsin varying formats. Accepible

formats are:
1. Point probability
2. Probability interval
3. Single probability bound

(2) Causal graph representing causal relationships among domain variables. (3)

Statistical data for some, or all domain variables.

OUTPUT : Belief network with probabilityvalues for all variables, specified as

probability intervals. Intervals are aswide asis consistent with all available

information.

ALGORITH STEPS:

A. Prdiminary

1. Obtain acausal graph qualitatively relating the variables.

2. Convert all domain expert infomation into constraint equations.

3. For each second-order prior or conditional probability value, compute and
upper bound and a lower bound by solving a linear maximization problem and
alinear minimization problem, respectively, over the constraint equatiag

4. Map theresulting intervals onto the casual graph to obtain a partially specified
belief network.

B. Main Algorithm
1. Perform abreadth-first search of the belief network, examining every valid

pair-wise relationship indicated in the graph.



a. Where apositive influence is present, insert a pointer from the upper
bound of the source value to the upper bound of the sink value.
b. Where anegative influenceis present, insert a pointer from the upper
bound of the source value to the lower bound of the sink value.
2. Apply available statistical data to directly effected variable as evidence using
the standard mechanism of Bayesrule.
3. Propagate effects of evidence to causally related variables along bound
pointers using the Lauritzen Spiegel halter algorithm for local pobability

computations on graphical structures.

3.3. Refinement of Structure

In the previous section we presented a mechanism for using data to refine a semi
quantified belief network. We would like to say a few words about the possibility of
using our framework to refine the structure aswell. In section 2.2 we presented an
overview of mechanisms for learning belief network structure. Aswas stated, learning a
particular belief network’s structureis essentially a process of search through the space of
al possible structures. In fact, if the Bayesian approach to learning [Heckermangt al.,
1995] isused, thisisreally just a search through the hyperspace of joint probability
distributions, much like the hyperspace we use in section 3.1. This observatiorallows us
to us constraints derived from out partial quantification to constrain and reduce the
structure search space.

While this approach seems very promising, we have not investigated it in detail.

One difficulty we foresee is the formulation of a @mmon framework. The search space
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utilized by learning [Heckerman,et al., 1995] is represented by numerical parameter sets,

while we are working in an intervalbased domain.
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4. EXPERIMENTAL EVALUATION

In this section we describe the implementation of tle data fusion algorithm, and report

experimental results.

4.1. Implementation

The implementation of our proposed Multisource Fusion Algorithm consisted of three

major parts:

1. Constraint-based bound calculation.
2. Conversion between constraint-based representation and semi-quantified belief
network.

3. Evidence propagation.

Thefirst of these involved the implementation and adaptation of the Simplex
algorithm for linear optimization. Since we dealt only with linear or fractionally linear
equations, this seemed to be the logical choice.

The conversion mechanism was also fairly straightforward. In going from the
constraint-based representation, each second-order probability value required for the
belief network had to be extracted separately. Thiswas donein twosteps. First the
upper bound for that probability value was cal culated by solving a linear maximization

problem involving all relevant constraints. Then, the lower bound for the probability
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value was calculated by solving alinear minimization problem iasimilar manner. This
was repeated for all second-order probability values of interest.

Finally, the evidence propagation mechanism was implemented according the
description in section 3.1. Essentially, all of the interval bounds were placed into two
arrays, and upper bound array and a lower bound array. Initially, all lower bound entries
pointed to other lower bound entries, and similarly with the upper bound entries. A pre
scanner traversed the network in a breadthfirst search manner and detectedall pairs of
nodes characterized by a negative influence relationship. Then these pairs of nodes had
their mutual pointers switch to point to dissmilar bound entries. Asnoted before,
nothing was changed in the original belief network. Only the metanetwork pointers
were switched around. Figure 4.1 shows how this implementation would work for the

network in Figure 3.4.

4.2. Experimental M ethodology

The goal of the experimental evaluation was to see how well the Multisource
Fusion Algorithm performsin pectice. In areal-life situation, we would have some
information about the domain in the form of eicited knowledge from experts. We would
also have dtatistical data, which has been gathered from the domain environment. Since
we did not have access to the required forms of information from areatlife domain, we
had to do with a contrived one. We chose to adapt the ALARM domain [Beinlich,et al.,
1989] to our purpose. Thisinvolved using aversion of the original ALARM network
(shown in Figure 4.2) torepresent the underlying true domain, and running smulations to
generate information from it. Various filters were applied to the information thus

obtained to smulate the required variety of knowledge sources. Two filters werein fact
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P(A)
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Figure 4.1 Implementation of evidence propgation.

utilized, one to produce “human expert” information, and one to generate statistical data

with varying amounts of uniform noise.

The “human expert” filter took numbers coming from the “golden” ALARM

network did one of three things to them:

1. Left them as point probabilities.

2. Changed them to a probability interval of width within+ 50%, chosen along a
normal distribution. Thus, smaller intervals were more likely then larger ones.

3. Replaced by one probability interval bound by generating an offset value

within £ 50%, chosen along anormal distribution. Thus, smaller offsets were

more likely then larger ones.




The statistical data filter was used on the same setting for every valuein agiven
trial. The available noise settings were 0%, 10%, and 30%.

Six types of experiments were run:

1. No “human expert” perturbation, no noisein data.

2. No “human expert” perturbation, 10% noise in data.

3. No “human expert” perturbation, 30% noise in data.

4. *Human expert” perturbation present, no noisein data.
5. “Human expert” perturbation present, 10% noise in data.

6. “Human expert” perturbation present, 30% noisein data.

Thefirst experiment was for control purposes, to see how the algorithm performs with
complete dicited knowledge, and error-free data. The remainder evaluated performance

under varying degrees of realistic uncertainty.

Figure4.2 ALARM network.
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The metric for evaluation was the accuracy with which the synthesized network
predicted the probabilities of three variable states. The three variables were chosen from
widely dispersed sections of the orignal ALARM network:

1. P(Node25=T | Nodel7=T, Nodel8=F)

2. P(Nodell=F | Node31=T, Node32=T)

3. P(Nodel3=T | Node22=T, Node23=F, Node 36=T)
A measure was obtained by averaging the three probabilities. The quality of the
synthesized network was judged by the error in the measure with respect to that obtained
for the same variables from the “golden” network.

For every experimental trial, 500 training examples were used, each having 37

T/F attributes, in accordance with the 37 random variables of the network in Fyure 4.2.

Plot 4.1 Experimental Evaluation of Multi-
source Fusion Algorithm
0.8
— Purturb.,
0.7 - 30% Noise
0.6 -
e 0.5 w Purturb.,
L 10% Noise
c 0.4 +
[H)
o
s 0.3 - — No Purturb.,
30% Noise
0.2 1 — Purturb.,
— No Purturb.,” ooy Noise
0.1 - 10% Noise
0 No Purturb.,
0% Noise
Experimental Combination
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The sample size of 500 comes from [Heckerman, et al., 1995], in which this number
worked well for refining point probabilitiesin the same causal graph structure. Though it
was initially thought that this sample size would be sufficiently largéor our experiments
aswell, it now seemsthat thisis not the case.

Plot 4.1 showsthe resultsfor all six trials. As expected, the control case resultsin
0% error. Thisis becausethereisno uncertainty, and the algorithm ssimply calculates the
requisite probabilities from exact information. Aswe increase the level of noise present
in the data, the error rate goesup. Thisis also expected, but the particularly high error
rate even at low levels of noise is somewhat worrying. Thisis most likely die to the fact
that not enough statistical data was available. Apparently, the algorithm is not very
tolerant to noise. Thisisan issue that should be investigated further if it isto beused in
real-life domains. We notice further that when perturbaton of “expert” information is
added, but noise is eiminated, the error rate drops dramatically. Importantly, thisisan
indication that in lownoise environments the algorithm is quite effective at refining
probabilistic intervals.

An additional worrying phenomenon is the fact that as both the perturbations of
“expert” information and data noise increase, the error rate climbs beyond any degree of
acceptability. It appearsthat in conjunction with the mentioned intolerance to noise,
thereis a second dynamic at work. It seemsthat the noisy datais not doing a very good
job of refining the intervals. We believe that the problem is due to the violation of the
Soundness of Refinement Lemma from section 3.1. Aslong asthe noise level isvery
tiny, thelocal oscillations do not seems to have a significant effect on the quality of

refinement, but as soon as the data noise level becomes even moderate, the oscillations
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become extremely noticeable. This points to an unboundedness condition. If thisisthe
case, it isnot clear at thispoint if thereisasolution. 1t may be that drastically increasing
the amount of statistical data will remove the observed effect. However, thisisusually
not the case with unbounded problems. In any case, thisis anotherissue to be
investigated further.

Thus, we see that the algorithm at least functionsin an expected fashion. The
error rate over-all is unacceptable, but we believe this problem can be addressed with
minor changes to the framework. On the whole, we feel that the results are encouraging

in that the paradigm has been shown to be implementable and functional.
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5. CONCLUSION

In this work we presented a methodology, and implemented an algorithm, for the fusion
of statistical data with expert knowledge present in varying forms. This approach relies
on a constraint-based representation of information. Each piece of expert knowledgeis
encoded as a constraint equation in terms of constituent probability assgnments. These
(in)equalities define a set of constrairs over the space of all possible joint probability
distributions. The distributions within this subspace are all consistent with the available
knowledge. Given an existing network structure, the necessary secondorder probability
intervals can be extraded from this space of distributions by solving a series of linear
optimization problems. Then, these secondorder probability intervals can be mapped
onto the waiting network structure. At this point statistical data can be introduced via the
approach we outline and demonstrate.

We al so suggested a means of refining network structure via this framework. We
did not have the opportunity to develop thisinteresting and challenging problem further,
but it seems that the approach is promising.
The experimental results were highly encouraging, but not definitive. The error rate was
much to high where ever even moderate noise was present. However, given that the
basi ¢ mechanism of the algorithm worked correctly, we fed that the noise sensitivity

problem can be solved.
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